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Abstract — Mosaic techniques blend multiple photos to 
form a single one with a wide field of view (FOV). Images 
taken by camera phones are usually limited by resolution and 
FOV. Whenever users desire higher-resolution and wider-
FOV photos, it is necessary to construct photographic mosaic 
from several original images. However, photometric 
inconsistency and geometric misalignment make the blending 
process challenging, as intensity values from the input photos 
would sometimes be inconsistent with the others. Existing 
techniques tackle this problem by methods such as pixel 
selection or pixel blending, which involve the matching and 
adjustment of pixel values in intensity, gradient and wavelet 
domains. In this paper, we propose to obtain the mosaic by 
minimizing the curvature value variation between the mosaic 
and the input photos. We analyze how the variables affect 
visual and computational performances. Experimental results 
show that our method can minimize several common artifacts, 
such as noticeable cutting curve and double-edge effects, 
where non-uniform inconsistency and misalignment occur 
concurrently. It also allows users to have an easy control on 
fidelity and transition smoothness.  

   
Index Terms — Image mosaic, image stitching, image blending, 

photometric inconsistencies, camera phones, curvature value 
variation.  

I. INTRODUCTION 
Camera phones have been increasingly popular in the past 

few years. However, compared to digital still cameras, they are 

more limited in terms of resolution and field of view (FOV). 

Whenever users demand higher-resolution and wider-FOV 

photos, mosaics need to be constructed by combining multiple 

photos to form a single one. Image alignment and image 

blending are the two main procedures. The former establishes 

geometric correspondences among the images. The latter joins 

the aligned images to produce a mosaic with inconspicuous 

seam lines and with as little distortion from the input images as 

possible.  

 

In image blending, artifacts may arise due to photometric 

inconsistency and geometric misalignment among the images. 

The former is caused by various physical effects such as scene 

illumination and lens vignetting [1]. As a result, the color 

component values used to encode the same object may differ 

among, say, two image captures of the same object. Therefore, 

if we form the mosaic by taking half of each, a noticeable 

curve would appear. The latter is inherited from the 

imperfection of the alignment process. Color values at the 

same location may differ because they may belong to different 

objects. Double edges would appear if we simply mix these 

inconsistent values. Furthermore, in order to remove the above 

artifacts, we need to process the input images. This may cause 

distortions to the image content. Hence, we usually require 

image blending to satisfy two criteria: producing a smooth 

transition across the seam line and maintaining high fidelity of 

the mosaic relative to the input images. These two goals are 

often contradicting, and a proper balance is often needed.  

 

In the literature, the blending usually modifies and then 

combines the input images by pixel selection or pixel blending 

in a specific domain. Here, we classify the techniques into 

three broad areas: intensity-domain approach, gradient-domain 

approach and wavelet-domain approach. 

 

A. Intensity-domain Approach 
Optimal seam methods [2-5] search for the best curve in the 

overlap region where the intensity differences between the two 

input images are minimal. Each image is then copied to its 

corresponding side. Seams on the curve could be noticeable 

when the differences are not zero, which occurs when 

photometric inconsistency exists. Feathering [6] blends the 

intensities of the overlapping pixels into their weighted 

averages. The weighting of each of them is inversely 

proportional to its distance from the corresponding image 

center. If inconsistency is severe, exposure compensation [6] 

can give a smoother transition by extending the photometric 

changes to the non-overlapping regions iteratively. However, 

some double edges would appear when the images are not 

well-aligned. Color correction [7] formulates the photometric 

inconsistency among the images and then tunes their 

photometric properties before blending. However, since the 

formulation is highly sensitive to the geometric misalignment, 

wrong formulation would lead to poor tuning. Moreover, 

tuning the whole image severely reduces their fidelities. 

 

B. Gradient-domain Approach 
Gradient-domain image stitching [1] optimizes an energy 

function defined in terms of pixel gradient values. It aims to 

obtain a result whose gradient values are close to those of the 

source images. In the process, the creation of new edges is 

suppressed and their mean intensities are optimized to match 

each other. If the photometric inconsistencies spread uniformly, 

it could give a pleasant result. However, for non-uniform 

inconsistencies, it would show a visible cutting curve in some 



 

regions. 

 

C.  Wavelet-domain Approach 
Wavelet blending [8] decomposes the input images into 

wavelet sub-bands at multiple resolutions. It then mixes their 

corresponding sub-bands with a transition width comparable to 

the wavelength represented by their resolution. The mosaic is 

finally reconstructed from the blended sub-bands. It can 

produce fewer double edges when the images are misaligned, 

while it gives a smooth transition when inconsistency exists. 

However, controlling the wavelet coefficients is often a 

complicated task compared with processing in the other two 

domains.  

 

All existing techniques produce artifacts, such as noticeable 

cutting curve or double edges, and often it is difficult to 

control how much the original content in the inputs can be 

modified. In this paper, we introduce a method which can 

handle these issues conveniently. In Sect. II, we first explain 

the causes of photometric inconsistency and its uniformity 

property. Then, we give a mathematical analysis to support our 

claim that curvature can match better than gradient when the 

inconsistency is non-uniform. In Sect. III, we describe our 

method which adds the extra requirement of an optimal 

matching of curvature, in addition to that of gradient and 

intensity. We also explain how the variables in the method 

affect the visual and computational performance. In Sect. IV, 

we introduce the implementation and several techniques to 

improve the computational performance. In Sect. V, we 

simulate how the variables and implementation techniques 

affect the result. Also, we use digital photos taken by a camera 

phone to show how our method outperforms the others in our 

experiments. 

  

II. ANALYSIS OF INCONSISTENCIES IN GRADIENT 
AND CURVATURE DOMAINS 

In this section, we describe the causes and the uniformity 

property of photometric inconsistencies. Moreover, we analyze 

their effects in gradient and curvature domains.  

 

Let i(x,y)  be an ideal 2-D image representing the scene 

radiance. In a camera phone, we get smaller FOV images 

(x,y)g
1

 and (x,y)g
2

 for image blending in two respective 

regions 
1

Ω  and 
2

Ω , which are overlapped in 
210

Ω∩Ω=Ω . 

Their intensity values should relate with the scene radiance as 

[9]: 
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where nf  is the focal length of the imaging lens, nd  is the 

diameter of its aperture, (x,y)nθ  is the angle subtended by the 

principal ray from the optical axis, and nt  is the exposure 

duration of the image detectors. 

 

Photometric inconsistency between (x,y)g
1

 and (x,y)g
2

 may 

be caused internally in the capturing system or externally by 

the change in the scene radiance. For the former, if the 

exposure duration nt  changes, (x,y)g n  will scale uniformly. 

This produces a uniform inconsistency. However, when the 

focal length nf  and the diameter of the aperture nd  change, 

the lens vignetting (a corner-darkening effect) may appear 

differently [10]. This can create a non-uniform inconsistency. 

For the external causes, the movement of light sources in the 

scene environment and the use of flash may likely produce a 

non-uniform inconsistency. Hence, the non-uniform 

inconsistency happens frequently in practice and cannot be 

ignored.  

 

In order to simplify our analysis, we now discuss in 1-D 

domain. The situations in 2-D domain are similar. By spline 

theory, each image can be approximately represented by a 

cubic spline, which is a joint composite of several pieces of 

cubic polynomials. We now pick out a certain piece from the 

scene radiance )(xin  in the overlap region 
0

Ω  for further 

analysis. We assume that a linear polynomial can describe the 

non-uniform effect, caused during the image capture. Then, the 

captured piece is described as: 
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where nr  and ns  are the coefficients of the linear polynomial 

describing the non-uniform effect and ⋅c  denotes the 

coefficients of the cubic polynomial of that piece. We then 

look at its gradient and curvature values (i.e. the 1
st
 and 2

nd
 

derivatives), 
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If we pick (x)g
1

 and (x)g
2

 from an approximately flat 

region such that 0
1
≈c , 0

2
≈c and 0

3
≈c , then the respective 

differences between (x)g
1

 and (x)g
2

 are 
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We can notice that the curvature values become zero while 

the gradient values are still non-zero. To summarize, when the 

inconsistency is non-uniform, the curvature values between the 

captured images can match better than the gradient values at a 

flat region. 

 

III. METHOD 

A. Main Concept 
According to the analysis in Sect. II, curvature values can 

reject non-uniform inconsistencies while matching two images. 

Thus, we propose a method which minimizes the curvature 

value variation between the mosaic and the input images in the 

transition region. It also allows the user to determine the 

degree of modification in the remaining region by choosing 

which domains of variations are minimized. In the following 

sections, we introduce the core energy function to be 

minimized and the variables which can affect the optimization 

results. 

 

B. Energy Function 
Let ),(ˆ yxg  be the resulting mosaic. Also, let 

]1,0[),( ∈yxα be the weighting mask that determines the 

relative contribution between ),(
1

yxg  and ),(
2

yxg , and 

]1,0[),( ∈yxiβ  be another weighting mask that determines the 

weighting of the i
th

 derivative, i.e. the intensity, gradient and 

curvature values for i=0, 1, and 2 respectively. The energy 

function is defined as: 
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where
1

Ω  and 
2

Ω  are the capturing regions of ),(
1

yxg  and 

),(
2

yxg  respectively, and 
p

⋅  denotes the pL  norm. fD i  is 

the i
th

 derivative operator for the real function f such 
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representing the intensity, gradient and curvature values 

respectively. We discuss the three major variables, i.e. p , 

),( yxα  and ),( yxiβ , in the following sections. 

 

C. pL -norm 

The variable p determines the type of vector norm 

measuring the variations between the mosaic and one of the 

input images. The choice of norm determines the optimal 

solution and thus the mosaic image. Suppose the values of the 

two input images mismatch each other at a pixel. For 
1

L -norm, 

any value bounded by these mismatched values can be the 

optimal solution. However, for 
2

L -norm, only the weighted 

average of the mismatched values is the optimal solution while 

the weighting is determined by the weighting mask ),( yxα .  

 

D. Weighting Mask ),( yxα  

The weighting mask ),( yxα  determines the weighting 

between the inputs. As defined in (7), if 1),( =yxα , the latter 

term in the big bracket becomes zero. The result ),(ˆ yxg  is 

affected by the derivatives in (x,y)g
1

 only. If 0),( =yxα , the 

former term becomes zero, and the result is affected by the 

values in (x,y)g
2

 only.  

 

E. Weighting Mask ),( yxiβ  

Because the weighting mask ),( yxiβ  determines the 

weighting of the i
th

 derivative, its design determines the 

reduction of artifacts due to the existence of photometric 

inconsistency and the degree of modification allowed in the 

image contents. As explained in the last section, the curvature 

values can match better than the other derivative values for 

images with non-uniform photometric inconsistency. Thus, we 

design the mask by putting full weight to curvature values in 

the transition region while the remaining is determined by the 

users based on how they want to preserve the information in 

the original image. If full weight is put to intensity values, the 

resulting image would look the same as the original one. If it is 

put to gradient values, the mean intensity can shift according 

to the differences induced by the inconsistencies. If it is put to 

curvature values, both mean gradient and intensity are allowed 

to be modified according to the severity of inconsistency in the 

transition region. 

 

IV. IMPLEMENTATION 
In the energy function defined in (7), we use the filter [-1 1] 

as the 1
st
 derivative operator and use [1 -2 1] as the 2

nd
 

derivative operator. We optimize the energy function under 

1
L -norm by solving a linear programming problem while 

solving a constrained least squares problem for the 
2

L -norm 

case. In addition, we have investigated various techniques that 

can improve the computational performance. 

 

A. Reduction of High Derivative Variations 
The minimization of curvature variations in the transition 

region can severely slow down the optimization process. But, 

this can be reduced by using some prior information on 

measuring the inconsistencies among the images [11]. We can 

find the absolute differences between the overlapping pixels. If 



 

the differences in a region are smaller than a threshold (say T ), 

then we use the gradient variations at that region instead of 

curvature. 

 

B. Separate Energy Functions for Transition and Non-
transition Regions 

Artifacts appear more likely in the transition region. We can 

apply our method only to this region and match the contents in 

the non-transition regions by other efficient methods. In [12], 

we investigated various polynomials for estimating the 

photometric relationships and tuning the input images. After 

tuning, we apply our method in the transition region. We find 

that it is effective to use a scaling polynomial for matching and 

tuning. 

 

C. Multi-resolution Technique 
As the concept of our method mainly fixes the high-

frequency contents and searches for the consistent low 

frequency contents, the result would be similar if we apply it 

only to a low resolution level while keeping the high resolution 

level unchanged. In this technique, we first decompose the 

input images into several resolution levels by wavelet 

decomposition [8] [13]. Then, we apply our method to the 

approximation image at the lowest resolution, while using 

some basic blending techniques, such as feathering or optimal 

seam methods to match the other sub-bands. We finally 

reconstruct the mosaic from the blended images at each 

resolution level.  

V. EXPERIMENTS 
In the first 3 experiments, we compare some choices for the 

variables in the energy function. We use the images shown in 

Fig. 1 (a) and (b) as the inputs. These are color images which 

can be obtained from [14]. We simulate the non-uniform 

darkening effect in Fig. 1 (b) by scaling the intensity values in 

its original image, shown in Fig. 1 (c). Without further mention, 

we minimize the curvature value variations in the overlap 

region with 
1

L -norm, and set the mask assigning 1 to its left 

half and otherwise 0 for ),( yxα . 

 

 
(a) 

 
(b) 

 
(c) 

 
Fig. 1. (a) and (b) Input images for simulation. (c) Original image of (b)  
before applying the non-uniform darkening effect. 
 

A. Comparisons between 
1

L -norm and 
2

L -norm 

We compare two possible choices, i.e. 1=p  and 2=p  and 

test under the condition with slight misalignment. Fig. 2 (a) 

and (b) show their visual results. In Fig. 2 (b), we can notice 

that some smearing artifacts occur in the marked region, which 

looks abruptly brighter. This is because the optimal solution 

for
2

L -norm is unique, which is the weighted average of its 

input values. In this misaligned case, a large amount of 

curvature values mismatch among the input images. No result 

can achieve the unique solution for all regions. Thus, some 

undesirable outputs arise in certain regions. On the other hand, 

since the optimal solution for 
1

L -norm is not unique, but 

bounded by the input values, its optimal solution can achieve 

in all regions. 

 

 
(a) 

 
(b) 

 
Fig. 2. (a) L1-norm result, showing a part of the overlap region. (b) L2-
norm result, which has some smearing artifacts in marked region. 

 

B. Comparisons for weighting mask ),( yxα  

We compare three possible choices for the weighting mask 

),( yxα , again under the misaligned condition.  In the overlap 

region, we set 5.0),( =yxα for the uniform mask while setting 

a value decreases linearly from 1 to 0 for the feathered mask. 

For the sharp mask, we first search a cutting curve and then set 

1),( =yxα  to its left side and 0 elsewhere. Fig. 3 (a-c) show 

their visual results. We find that only the sharp mask can 

produce good result which has no double-edges.  

 

 
(a) 

 
(b) 

 
(c) 

 
Fig. 3. (a-c) Results of the uniform, feathered and sharp mask under a 
misaligned condition, respectively.  

 



 

C. Comparisons for weighting mask ),( yxiβ  

We compare two possible choices, shown in Fig. 4 (a) and 

(c), for the weighting mask ),( yxiβ . According to the figures, 

we set 1),(
2

=yxβ for diagonal lines, 1),(
1

=yxβ for 

horizontal lines and 1),(
0

=yxβ for vertical lines, while 

setting them 0 elsewhere. Fig. 4 (a) gives a narrower region for 

the curvature domain than Fig. 4 (c). In their respective results, 

shown in Fig. 4 (b) and (d), we can notice that the latter has a 

smoother transition across the images, but a weaker fidelity 

relative to the inputs as intensity values in the non-overlapping 

regions are shown to be modified.  

 

 
(a) 

 
(b) 

 
(c) 

 
(d) 

 
Fig. 4. (a) Weighting mask β minimizing curvature variations in a 
narrow region, indicated by the diagonal lines and (b) its result. (c) Mask 
minimizing curvature values in a wider region and (d) its result. 
 

D. Tests of Enhancement Techniques 
First, we test the technique introduced in Sect. IV. A. We 

measure the absolute difference of intensity values along the 

middle vertical line. Consider the mask shown in Fig. 4 (c), we 

modify it to minimize gradient variations instead of curvature 

variations in the row where the difference is below the 

threshold T , which is set to the average of all the differences. 

Fig. 5 (a) shows the modified mask. The minimization process 

finishes about 2 times faster than using the original mask. But, 

as shown in Fig. 5 (b), its visual result can look similar to Fig. 

4 (d). 

 
(a) 

 
(b) 

 
Fig. 5. (a) Modified version of Fig. 4(c) and (b) its result.  

 

Next, we test the technique introduced in Sect. IV. B. First, 

we find a scaling polynomial to match the input images in the 

overlap region in the least square sense. We use the 

polynomial to tune the left image and blend the inputs with our 

method only in the middle narrow region, indicated by the 

mask shown in Fig. 6 (a). The black regions indicate where we 

do not process the contents. As shown in Fig. 6 (b), a smoother 

transition can be achieved when compared with Fig. 4 (d). In 

addition, the processing time is about 15 times faster than the 

way we produce Fig. 4 (d). 

 

 
(a) 

 
(b) 

 
Fig. 6. (a) Weighting mask β indicating that we apply our method only to 
the middle part and leave the black regions unprocessed. (b) Result of 
applying our method after tuning the inputs.  

 

We here test the technique introduced in Sect. IV. C. We 

apply 3 levels of wavelet decomposition with 9-7 wavelets 

[15]. We blend the approximation at the lowest resolution 

level by minimizing our energy function with Fig. 4 (c) for 

),( yxiβ and blend all other the sub-band images by an 

optimal-seam method [5]. Fig. 7 (b) shows the visual result. It 

 
(a) 

 
(b) 

 
Fig. 7. (a) Result of blending all wavelet sub-bands by an optimal seam 
method. (b) Result of blending the approximation in the lowest 
resolution level with our method instead. 



 

can preserve the properties of our method and the processing 

time is nearly 500 times faster than the basic implementation. 

 

E. Comparisons with some existing methods 
In this experiment, we take two photos, 1015× 1308 pixels, 

by using a camera phone with two orientations. We use 

commercial software [16] to warp them automatically, as 

shown in Fig. 8 (a) and (b). In this case, we can find 

photometric inconsistency which may be produced by 

inaccurate white balancing in the camera phone and geometric 

misalignment.  

 

 
(a) 

 
(b) 

 
Fig. 8. (a) and (b) Input photos for image blending experiments, warped 
by commercial software in advance.  

 

Fig. 9 shows the results produced by wavelet blending, 

gradient stitching, exposure compensation and our methods 

implemented with the multi-resolution technique. We use 6 

levels of wavelet decomposition with the 9-7 wavelet for 

wavelet blending and our method. In Fig. 9 (a), wavelet 

blending produces a mosaic with a noticeable cutting line in 

the middle. For gradient stitching, as shown in Fig. 9 (b), 

although the transition of the sky is smooth, a noticeable 

cutting line appears on the building. This is because the 

inconsistency is non-uniform and the gradient approach can 

only match some of regions along its cutting line. Fig. 9 (c) 

shows the results of exposure compensation. It can give a 

smooth transition. However, the double-edge effect occurs. Fig. 

9 (d) and (e) show that our method gives a smooth transition 

and no double edges. Moreover, we minimize curvature 

variations only in the middle 20% area for Fig. 9 (d) while 

minimizing them throughout Fig. 9 (e). We can notice that Fig. 

9 (d) has a higher fidelity relative to the input images in the 

non-overlapping regions while Fig. 9 (e) produces a smoother 

transition. This feature helps users to get their preferred result, 

by simply setting an area to minimize the curvature values. 

 

 

 
(a)  Wavelet blending 

 

 
(b) Gradient stitching 

 

 
(c) Exposure compensation 

 

 
(d) Our method minimizing curvature variations in the middle 20% area 

 

 
(e) Our method minimizing curvature variations throughout the image 

 
Fig. 9. Results of various blending methods: (a) wavelet blending, (b) 
gradient stitching, (c) exposure compensation, and (d) and  (e) our 
method minimizing curvature variations in different amounts. 

 



 

VI. CONCLUSION 
In this paper, we give an analysis to show that the curvature 

values can reject the effect of non-uniform inconsistency. We 

thus propose a method which minimizes the curvature value 

variations between the mosaic and the input images. 

Experiment shows that it can greatly reduce conspicuous 

cutting curves when non-uniform inconsistency happens. 

Moreover, even when there is severe geometric misalignment, 

by choosing an optimal cut between the input images, the 

induced artifacts become invisible. Also, our methods provide 

an easy control on fidelity and transition smoothness by simply 

determining the area of using the minimization. Furthermore, 

although the basic implementation requires high computation 

power, we have investigated some enhancement techniques 

and the multi-resolution technique can now help the process 

runs several hundred times faster. This makes it affordable for 

the mobile devices, such as camera phones and PDA phones. 
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